June 8, 2012

Deputy Assistant Secretary for Enforcement

Office for Civil Rights

U.S. Dept. of Education

400 Maryland Avenue S.W. 

Washington D.C. 20202-1100

Dear Sir/Madam:

I am in receipt of a letter from the Director of your District of Columbia Office dated May 25, 2012. 
Please consider this letter as a formal appeal of your determination with respect to my OCR Complaint No. 11-04-1020 of “insufficient evidence to find that the Division considered race as a factor in admissions” in the years in question.

I base my appeal on three distinct errors that I believe you made in your analysis of the question. Each of these errors alone is of more than sufficient weight to warrant a complete reversal of your determination. The first is partially statistical but principally evidentiary, and the last two are entirely statistical. 

1. Nature of Allegation, Supporting Facts, and Statistical Impact on Burden of Persuasion and Standard of Proof

You state in your letter that “[y]our allegation was based on statistical information only …” This is incorrect. My allegation was instead that it was the semi-public policy of the FCPS to engage in discrimination on the basis of race. I asserted that this policy was evidenced by a variety of public pronouncements, and fostered by a selection process designed to bring about the intended result. The actual numbers of admitted students of each race was merely the result of this widely known public policy. I presented much of the evidence, non-statistical, as well as statistical, for this argument in my article, Invidious Racial Discrimination in Admissions At Thomas Jefferson High School for Science and Technology: Monty Python and Franz Kafka Meet A Probit Regression, 66:2 Albany L. Rev. 447(2003). I will not recount and document all the evidence for that in this letter as most of it is documented in the article (which I made available to your office at the time of filing my complaint), but merely highlight some of the more glaring facts that should have informed your determination, as well as a pronouncement by the Superintendent of FCPS that only came to light after I filed my complaint. 
You state that “the Division has maintained that it was not considering the race of the applicants in the admissions decisions to the School during 2002.” Let me list some of the facts in this matter that make this assertion completely non-credible. First, there is the quote from the Guidelines that you copy in your letter to me. It clearly instructs the selection committees to take race into consideration in their determinations. Second, we have the assignment of members to the various selection committees. As I document in my article (based on communications from the director of the admissions office, who chose the committee members), the makeup of these committees is carefully structured to represent a particular ethnic distribution—one by the way that does not remotely match the distribution of the student body of the school. Third, we have an article written by the then Superintendant of the Fairfax County Schools. In 2003 Superintendant Daniel A. Domenech published: Metamorphosis: From Statistics into Cockroaches, A Response to Professor Cohen’s ‘A Study of Invidious Racial Discrimination in Admissions at Thomas Jefferson High School for Science and Technology: Monty Python and Franz Kafka Meet a Probit Regression’ in volume 67 of the Albany Law Review.
 In that article Superintendant Domenech never disputes my claim that race was used in the admissions process but instead justifies such use of race as contributing “to sustaining a well rounded and diverse community of learners at TJ.” Fourth, and of over-riding importance, is the unnecessary inclusion of information on race in each applicant’s file. While (as I document) much of the core information on performance is either expurgated or dumbed down in the files presented to the selection committees, one piece of information that the Division claims is not counted at all is prominently displayed--the race of the applicant. When, for the entire history of our nation, race has been a prominent basis of discrimination, when the issue of the racial distribution of the student body of TJ has been heatedly discussed for a decade, it is simply incredible that this information is simply gratuitously and unnecessary prominently displayed in each file if it is not intended that it be employed in the decision making process. In every other area of public life when the suspicion of invidious discrimination is in the air those who wish to lessen their vulnerability to such an accusation go the extra mile to ensure that not only do they not engage in such discrimination but that they can not even be credibly suspected of doing so. For example when concert musicians are auditioning for positions in an orchestra it is common that they do so behind an opaque screen so that the judges do not know their identities. Yet, in Fairfax County we are told that though race is not being considered, selection committees larded on the basis of race are unnecessarily informed of the race of each applicant—though not informed of their raw score on the entrance exam! 
So, my claim of racial discrimination did not rest entirely on statistical disparities. The statistical disparity is merely the dessert at the end of a full meal of evidence that racial discrimination was the policy of the Fairfax County school system. The non-statistical evidence of racial discrimination has its own arguably greater weight than the statistics.
In addition to the independent evidentiary weight of this non-statistical evidence, it has a statistical implication as well. Your statistical standard allowed for a type I error of no more than 5%. I will not question the general merit of that standard for rejecting a null hypothesis in some scientific contexts, beyond saying that that classical standard has no underlying scientific imprimatur or necessity. In its usual application the choice of a null hypothesis and the justification of the use of a 5% standard for the type I error before rejecting the null hypothesis is that one does not wish to reject a starting position in accord with a general understanding of the world unless there is strong evidence to do so—because the cost or damage one does by making a type I error may be substantial. A particular hypothesis is designated as the null hypothesis and is treated with some respect and deference because of a dignity and a history that attaches to it in the particular case. And so it is, and should be, generally with respect to a claim of racial discrimination. In the absence of some substantial evidence that it is taking place it is eminently reasonable and fair to give the Division the benefit of the doubt and treat the belief that there is no racial discrimination as the null hypothesis that is only to be rejected at the 5% level of significance. But given the substantial non-statistical evidence of racial discrimination in the selection process, granting so generous a benefit of the doubt to Fairfax County Public Schools in the statistical analysis is thoroughly unwarranted. 

In this case where there is overwhelming other evidence of a policy that gratuitously allows, enables, and encourages racial discrimination it seems more appropriate to take as the null hypothesis that there is racial discrimination and to put the onus on the Division to demonstrate the reverse rather than the other way around. If that seems too radical a turnaround then certainly neutrality between the hypothesis of discrimination and non-discrimination on the part of FCPS would seem to be in order. 
2. Failure to Aggregate

The second error in the analysis engaged in by your office is a failure to appropriately aggregate and pool your data. 
The only raw data to which I had access is for the 2002 entering class. You however gathered data for the four years surrounding the 2002 admissions process, for a total of five years. Your letter does not provide that data, so I can not confirm your calculations. 
Had I had access to the data for all five years I would have included the additional years in my complaint and in the statistical analysis in my article. I would have done so under the obvious theory, implicit in your analysis as well, that we are more concerned with examining the behavior of a continuing admissions regime than any isolated set of decisions conducted in a single year. 

So what is the proper method to deal with this aggregate set of data? The very justification for drawing on large data sets where possible and sensible is that a single binary decision or small set of such decisions that may appear to reflect discrimination, or its absence, can not generally be held to reliably demonstrate either. Whatever pattern is exposed by a small set of observations, rather than demonstrating discrimination (or its absence) might instead be reasonably explained as the result of random variation. It is by aggregating data over a large group of observations that it is possible not merely to measure the degree of discrimination, if any, but to draw a narrower confidence range around that estimate that allows us to assign with some precision a probability that the seemingly discriminatory pattern of admissions could in fact have been the innocent result of random variation. 
If we are examining a continuing regime over a five year period—the implicit justification for your own extension of the study two years forward and two years back--then it makes as little sense to treat these five years worth of observations as five separate data sets as it would to divide up any one year’s decisions into five separate groups. The proper way to have treated this cornucopia of data was to aggregate the numbers from each of the five years into a single set containing all the admissions decisions made by the TJ admissions regime over the five years under study. 

Treating the data in this way does nothing ex ante to favor my position. Indeed, if there were a change in the practice during this period from discrimination to non-discrimination, or the reverse, such aggregation of the data would serve to mask the discrimination. All that aggregation does is to narrow the probability range around the point estimate by increasing the sample size and thereby increasing the reliability of the estimate. Only if there was discrimination over the entire period would aggregation of the data result in a more reliable statistical confirmation. 
If you provide me with the underlying data I will calculate the estimates within a few hours and determine whether there is any statistically significant evidence of discrimination—and whether the result is as you say “fragile.” 
3. The “Inexactitude” of Fisher’s Exact Test

Finally we have the specific statistical test that you employed to determine whether or not discrimination on the basis of race took place. You employed Fisher’s Exact Test. This was clearly the wrong test to employ in this matter. Why?

Fisher’s Exact Test is nothing more than the test that is derived from an expansion of an appropriate hyper-geometric distribution. Such a test will yield precisely accurate probability distributions when applied to certain discrete well defined problems. Consider the following example of the sort of problem for which it applies. Imagine that an urn contains 20 white balls and 7, otherwise identical, black balls. A putatively blind-folded person pulls 6 balls out of the urn. The hyper-geometric distribution can be employed to answer with exactitude the probability that if the person drawing the balls is not peeking or cheating in some other way he would extract 0, 1, 2, 3, 4, 5, and 6 black balls. Thus if he selects an inordinately high number of black balls—a level that would only occur by chance a very low percentage of the time--one might reasonably infer that he is cheating. Below I will explain why applying this model to the question you seek to answer is inappropriate. But first I will, I hope, replicate the calculations your staff made.
You do not produce either the raw data or the results of Fisher’s test for any of the five years you studied. I have only the data for 2002 and so here record the hyper-geometric calculations for that year. There were 791 applications in the second stage of the admissions process. 449 of these applicants were admitted. There were 11 Blacks in the second stage pool of whom 10 were admitted. By my calculation employing Fisher’s Exact Test (the hyper-geometric distribution) the probability if race did not enter the decision-making process that such a result would occur by chance was .01601. The probability that all 11 would have been admitted was .00187. Hence the probability that 10 or more would be admitted was .01788. I hope that my result corresponds to that of your staff. 

Fisher’s Exact Test is a powerful statistical tool. Why is it not well structured to answer the question you ask? This test would be appropriate if the claim of the Division, preferably supported by empirical data, was that those accepted from the semi-final pool were selected randomly, that is if in effect their claim was that the admittees were merely black, white, and yellow balls blindly drawn from the semi-final pool. But that is neither their claim nor is it remotely in accord with the empirical data.  

Instead, it is the claim of the Division, for which there is ample supporting evidence, that at the second stage of the process the committees examined all the data in the file of each applicant, quantitative, and non-quantitative, and made its determination on a subjective ad hoc weighing of that data. The principal piece of quantitative data employed in the overall admissions process is the index calculated on the basis of an 80/20 weighted average of the score on the qualifying exam, and middle school grades. It is solely on the basis of this index that 70% of the applicants are denied entry into the semi-final pool (nominally 800 files). The index is then once more the sole basis of assigning the three hundred files for review by each of the six admissions selection committees. But the importance of the index does not end there. The index score powerfully tracks which students the committees ultimately choose to admit to TJ.  In 2002 fully 99% of those in the top 100 on the index were admitted while ever decreasing percentages of each successive hundred were admitted, culminating in 20% of the final hundred. So, a simple hyper-geometric distribution is a grossly inaccurate representation of the decision-making process at the second stage of the admissions process, and therefore Fisher’s Exact Test in its simple form is an inappropriate tool to employ to determine whether there is evidence of racial discrimination. 

Returning to my balls in the urn metaphor, it is both the claim of the Division and an empirical fact that the balls in the urn do not feel identical—some are considerably heavier than others. The null hypothesis of the Division is not that the semi-final pool consists of 800 otherwise identical black, white, and yellow balls that they choose at random. Rather, each ball is of a different weight depending on particular measures of achievement and potential. And, it is the goal of the committee to select the heaviest balls. That portion of their claim is fully supported by the empirical evidence of the grossly different acceptance rates for each tranche of the distribution on the index score. In mechanically performing Fisher’s Exact Test and failing to take into account the different weights of the balls and the goal of picking the heaviest your office made a significant error. 

As with regard to my earlier point about pooling the data, making a correction for the different characteristics of each applicant’s qualifications does not in any ex ante sense lend more support to my complaint. It merely makes the determination more accurate. It makes it more likely to establish discrimination where it exists, and establish its absence where it does not exist. Let me illustrate. Imagine that 400 out of 800 applicants are accepted and twenty out of 40 black applicants are accepted. On the surface this appears to be powerful confirmation of the unbiased nature of the selection process—50% of each group are accepted. But what if we add the following facts: (1) all 40 black applicants were in the bottom 100 scorers on the index; and (2) no non-black applicant in the bottom 100 was accepted. Now we would rightly draw an entirely different inference from the data. On the other hand, imagine that once more 400 out of 800 applicants are accepted and this time 40 out of 40 black applicants are accepted. Here it appears at first blush that we have evidence of massive discrimination. But what if we add the following facts: (1) all 40 black applicants were in the top 100 scorers on the index; and (2) every non-black applicant in the top 100 was also accepted. Now we would rightly draw the inference that the high admittance rate of the black applicants was entirely innocent. So, using a more nuanced statistical test that recognized and gave weight to the individual differences in the files would in an unbiased and neutral fashion more accurately answer the question of whether it was credible that racial discrimination informed the admission process. 
What statistical technique would be appropriate? The statistical results I produced in my published article were derived from a Probit regression. Probit and Logit, are the gold standard for this sort of inquiry into the determinants of a binary dependent variable such as acceptance/rejection. I will not describe in detail how such a regression is to be carried out, as it is accessible in any standard econometrics text. Suffice it to say that Probit and Logit are the techniques employed by all serious researchers addressing questions of this sort. It measures the relationship between each of the independent variables including the suspect one (race) and the probability of admittance. It allows for the calculation of estimated coefficients for each of the independent variables as well as standard errors for those estimates and therefore for conducting a test of the null hypothesis that the true underlying coefficient is zero.  All I would add is that you will see in reviewing my results that they demonstrate beyond serious contravention that a heavy thumb was placed on the scale to favor black applicants in the second stage of the admissions process.  
If Probit and Logit are not within the toolbox of your staff let me suggest an alternative regression technique, the “Oaxaca Decomposition.”  This technique has been employed for several decades to measure the magnitude of labor market discrimination, something clearly analogous to what we are concerned with in this case. If however your staff must restrict itself to some variation of a hyper-geometric distribution then it seems obvious that you need to amend and adjust it to make it comply with the lack of identical rates of acceptance for the different segments of the distribution and the lack of representativeness of the black semi-finalists among those segments. 
I have carried out such an amended Fisher’s test that corrects for the un-representativeness of the black applicants in the semi-final pool in the year 2002. Here is the analysis and results. 

As a preliminary matter we must ask the question whether the eleven black applicants in the semi-final pool are a representative sample—or something close to it--from that pool. In our particular case in the 2002 entering class the black applicants in the semi-final pool of 791 scored in positions 20, 250, 324, 366, 487, 511, 521, 551, 644, 683 and 716.  All but the 521st ranked applicant were admitted. The sum of the rankings of the 11 black semi-finalists was 5073. Had they been a perfectly representative sample from the pool of 791 semi-finalists the sum of their rankings would have been 4,350.5. Thus as a group they rank 722.5 total steps below the mean, or 65.7 steps per applicant. Given the extreme fall off in acceptance rates for one tranche of 100 scores to the next (from 99% to 20%) a fall of 65.7 spots per applicant is likely of some significance.   

So how is this to be corrected for to derive a test analogous to Fisher’s Exact test? The two facts we must accommodate are: (1) those near the top of the index were much more likely to be admitted than those further down the list; and (2) the African American students’ ranks were not randomly distributed among the group of 791. There is no unique method to address this problem. There are a variety of ways in which a statistician could—in good faith—amend the test to achieve an unbiased estimate. 

The method I employed was to divide the 791 applicants into two groups, those whose index was in the top 461, and those whose index was in the bottom 330. The four African American kids who fell into the first group have a rank total that is 86 steps worse than the mean for that entire sub-population. The seven African-American kids in the second group have a rank total 85 steps better than the mean for that entire sub-population. So, on balance the 461 mark is an "unbiased" dividing line for the African American kids—one at which they score neither better nor worse than their combined pools. 
By my count there were 361 applicants admitted from the first group of 461, and 88 from the second group of 330. Calculating the probability of such African-American success occurring by chance is just a matter of counting. In the denominator we count all the ways that one could have chosen 361 kids out of 461 and we multiply this by all the ways one could chose 88 kids out of 330.

= [461!/(361!x100!)][330!/(88!x242!)]

The numerator consists of three parts to be added together: (1) the number of different ways of getting all four of the African American kids in the first group admitted, and six out of seven of the second group (the actual outcome of the admissions process); (2) all four kids of the first group and all seven of the second as well (a still better result for the African Americans than what actually occurred); and (3) three out of the four African American kids in the first group and all seven of the second (a result equivalent to what actually occurred). Adding those numbers together gives you all the combinations at, beyond, and equivalent to the result that we observe. 

(1) is [457!/(357!x100!)] x [323!/(82!x241!)] x [7] 

(2) is [457!/(357!x100!)] x [323!/(81!x242!)] 

(3) is [457!/(358!x99!)] x [4] x [323!/(81!x242!)] 

Microsoft Excel will do all the calculations using its “HYPGEOMDIST” function. 

1. Probability 4 of 4 blacks of the 361 of the first 461 = .374671 

2. Probability 3 of 4 blacks of the 361 of the first 461 = .41826987 

3. Probability 6 of 7 blacks of the 88 of the last 330 = .001653532 

4. Probability 7 of 7 blacks of the 88 of the last 330 = .00008004 

So the three probabilities at, above, and equivalent to what occurred are: 

(.374671)(.00165352) =.0006195 

(.374671)(.00008004) = .00002999 and 

(.41826987)(.00008004) = .000033478 

for a total of .000692968. 

That tiny number is the probability (under this corrected version of Fisher’s Exact Test) that just by chance—had race not been taken into account--at least 10 of the 11 African American kids would have been accepted. Note that this probability is less than 4/100 of the probability calculated earlier (.01788) that did not take into account the different acceptance rates of the different tranches of the distribution and where in the distribution the black students fell. 
In addition I mimicked the hypergeometric by a binomial distribution. Binomial distributions are strictly appropriate only to problems that involve “independent trial events,” things like spins of the roulette wheel, rolls of the dice, flips of a coin. Binomial distributions are easier to work with and are often a fair approximation to the hypergeometric. 

TJ accepted 361 out of the top 461 or .783, and 88 out of the next 330 or .267. 

The probability for the African American kids of getting 4 out of 4 in the first group and 6 out of 7 in the second group. is (.783)4(.267)6(.733)(7) = .00069874. 

The probability of getting 4 out of 4 in the first group and 7 out of 7 in the second is (.783)4(.267)7 = .00003636. 

The probability of getting 3 out of 4 in the first group and 7 out of 7 in the second is 4(.783)3(.217)(.267)7 = .00004. 

Adding those three figures together yields .00077510, slightly higher than the hypergeometric result of .000692968. 

So, as a second best to the superior tool of a Probit regression I have now employed two more pedestrian probability tools, to once more reach the unambiguous conclusion that there was racial discrimination in admissions at TJ in 2002. I would be happy to conduct a similar calculation for the years 2000, 2001, 2003, and 2004 if you make the data available to me. 
Sincerely,
Lloyd R. Cohen Ph.D., J.D.

Professor of Law 

George Mason University School of Law
� 	See also, my response to Superintendent Domenech, Straw Men, Fibs, and Other Academic Sins, 67:1 Albany L. Rev. 285 (2003).
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