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Abstract:  Whether or not it is rational to trust depends to some extent on the conception of rationality or trust one begins with.  A rational-choice approach entails a so-called cognitive concept of trust.  A behavioral view of trust entails a teleological approach to rationality.  From a behavioral-trust perspective, however, the cognitive approach implies that trust is maximized when its presence is least necessary.  And from a cognitive-trust perspective, the behavioral approach implies that trust is absent when its presence is most likely.  These paradoxes could suggest that trust is not rational.  An extension of James Coleman’s concept of “rational trust” that employs an interpretation inspired by Adam Seligman’s distinction between trust and confidence can resolve these paradoxes by viewing trust as an increasing function of the difference between “personal” and “reasonable” levels of trust.  This formulation both resolves the paradoxes and offers a way of seeing trust as rational.  It also permits more ways of characterizing trusting, distrusting, and confident behavior than Coleman’s approach.
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INTRODUCTION

Leading contributors to the theory of trust argue that trusting can be rational.
  But the rationality of trust is problematic.
To see why, it will be necessary to explain what is meant by rationality and trust.  It turns outTo a certain extent one’s understanding of the concept of trust depends on the interpretation of rationality one begins with, and conversely the interpretation of rationality to some degree follows from the meaning one first gives to the concept of trust.  Beyond examining this interdependency, however, the main purpose of this paper is to resolve a paradox that exists in each of the two important conceptions of trust – the cognitive and the behavioral – and in so doing to provide an alternative way of seeing trust as rational.  James Coleman’s analysis of “rational trust” offers a starting point, and a simple but important extension of his framework, one that employs a distinction inspired by Adam Seligman between trust and confidence, resolves these paradoxes, casts trust as rational, and captures a wider range of trust-related phenomena.
TWO PREMIMINARY MATTERS
1. What this paper is not about
We can place trust in ourselves or in others.  Trusting ourselves can mean that we can somehow rely on the correctness of our knowledge or understanding of ourselves.  That is, in addition to feeling uneasy about the trustworthiness of others we can question the extent to which feeling uneasy is justified.  Trust or distrust in ourselves can stem from an awareness of our own fallibility.  I wish to limit the scope of this paper as much as possible, however, to trust in others, although trust in oneself is probably connected in important ways to whether and how much we do trust others.  Thus, when I later say that “we can only trust what we can doubt,” I mean that that doubt stems not from the recognition of our own fallibility but from uncertainty about the trustworthiness of another person to whom we might make ourselves vulnerable.
Next, at least three things can enable cooperation between A and B in addition to trust.  The first is the presence of formal or informal external enforcement mechanisms such as law suits or social pressure.  The second is a paucity of other persons in whom one can trust.  The third is a situation in which the potential gain from trusting is sufficiently large compared to the potential loss.  The first would be the presence of effective enforcement in the courts of the contract between A and B with respect to what B promises to do, or the disapprobation and disapproval that B would feel from others in the community should he fail to provide reasonable service; the second would be an absence of competing service providers that limits A’s choices (supply-side substitutes); the third would be where A has access to an alternative that she could use at low cost should B indeed fail to provide timely service (demand-side substitutes).

All three are essentially substitutes for trust.  They are extremely important for the promotion of interpersonal reliance and social cooperation both when trust is present but especially when it is not.  They are, however, not the focus of this paper.  Reliance is not the same thing as trust, and voluntary cooperation is not the same thing as trust, even though trust is an enabler of both interpersonal reliance and voluntary cooperation.
2. Why is trust important?

Some scholars argue that trust, while helpful, is not all that important for sustaining a complex social order.  I do.  However, as critical as it is, I don’t really wish to spend much time here addressing the question of “What is trust good for?”  Briefly, trust is especially important for social cooperation when substitutes for trust, such as those just described, are absent or not well developed.  Moreover, trust, as defined in the behavioralist approach discussed below, is a crucial element at the “cutting edge” of the on-going development of social cooperation among ever larger numbers of people, for each of whom encounters with strangers and novel situations is likely to be commonplace.  This is something I will elaborate upon a bit at the end of the paper when I discuss the relative importance of confidence and trust in the market process.
TWO KINDS OF TRUST
According to Russell Hardin (2002: 58-60), there are two main ways of thinking about trust:  the cognitive and the behavioral.
Imagine two states of the world.  In the first, customer A gives her car over for repairs to a mechanic, B, with whom A has done business in the past and has had mostly good experiences and no really bad experiences.  In the second, A gives her car to B with whom she’s never had any personal experience, good or bad.  Now, in both cases assume that A has received the same recommendations from third parties, the equipment and other relevant factors, such as age and experience of the mechanic in the business and so on, are also the same.  In which state of the world is A evidencing more trust?

If you believe it is first state of the world, in which A has had direct personal experience with B, this implies that increasing the amount of favorable knowledge (i.e., knowledge of trustworthiness) A has about B increasingly justifies her trust in him.  “I know you, therefore I trust you.”  If, however, you think that the second state of the world requires more trust, it is precisely because A doesn’t know very much about the mechanic and has to overcome this lack of knowledge by trusting.  “I don’t now very much about you, so I’m going to have to trust you.”
Thus, the thinking about trust divides along at least two lines.  The “cognitive view” sees trust as an increasing function of the amount of favorable knowledge, and decreasing function of unfavorable knowledge (i.e., knowledge of untrustworthiness), we have about someone.  A trusts B more, the more favorable knowledge she has about B.  This view tends to see trust as relational.  A trusts or does not trust B in particular, rather than everyone in general.  A narrower concept of trust sees it as a three-part relation in the form, “A trusts B to do X.”  In the cognitive view, A doesn’t choose to trust B, any more than she chooses to like another person.  A’s trust is the expectation that B will be trustworthy or not based on her knowledge of B.  This expectation is, according to Hardin, separate from whether A actually chooses to act upon that expectation.  That is, I can trust someone even though I may have no opportunity to act on that trust, or take a risk and exchange with him even though I distrust him.  Finally, in the cognitive view, it is ineffectual for B to say to A, “I realize you have your doubts about me, but please trust me anyway,” if B’s plea itself gives A no relevant information about his trustworthiness.
The “behavioral view” sees trust as an act of choice that overcomes a lack of knowledge or uncertainty.  If A wants X to be performed, she must trust B to do it, and trust him more the less certain she is about him.  Indeed, I would say that to a behavioralist, we can trust only what we can doubt. 
  So, while we cannot choose to doubt or be uncertain or be ignorant, we can choose to act despite our doubts, uncertainty, or ignorance.  The acquisition of knowledge, favorable or unfavorable, reduces ignorance and uncertainty and therefore the need to trust.  But as long as A is uncertain about B, or has doubts about his trustworthiness, an act of trust is necessary if she is to overcome her uncertainty and doubt. A’s trust is her willingness to expose herself to B opportunistically not doing X.  According to Seligman (1997: 21):  “Trust then involves a vulnerability occasioned by some form of ignorance or basic uncertainty as to the other’s motives.”
  However, this means that it is possible for B’s plea (“I realize you have your doubts about me, but please trust me anyway”) to have effect since it is entirely up to A to choose to trust him or not.
There is some common ground.  The behavioral view is consistent with a relational conception of trust.  However, the cognitive view tends to emphasize the three-part relation,
 while the behavioral view can apply to a three-part (A trusts B to do X), a two-part (A trusts B, period), or even a one-part relation or “generalized trust” (A is simply trusting of everyone, say, not to be opportunistic).  In both the cognitive and behavioral views, the likelihood of A trusting B to do X could change over time.  If A trusts B today, that is no guarantee that she will trust him tomorrow, and vice versa.  The alternative, that A trusts or distrusts B now and forever regardless of what she learns about B, while conceivable, is probably rare and perhaps even pathological.

Both also see trust as depending on favorable or unfavorable knowledge.  The difference is the following:  In the cognitive case, as before, trust varies directly with changes in favorable knowledge and inversely with unfavorable knowledge; in the behavioral case, favorable or unfavorable knowledge informs, but does not determine, A’s decision to trust B or not (Seligman ????).  In the behavioral view, there is a tension between how much an agent is willing to trust and how much she has to trust in order to act.  If A wants B to repair her car, she will first have to overcome whatever doubts or reservations she might have about him.  In the cognitive view, if A has doubts or reservations about B, she simply does not trust him, period (though she may still risk having B repair her car).
Unlike the cognitive view, then, the behavioral view distinguishes between the necessity of A to trust B in order for an exchange to take place and her willingness to trust.  So, what determines A’s willingness to trust B, given the necessity for her to trust B in order to receive the benefits of X?

A’s willingness to take such leaps may be, as in the cognitive view, an increasing function of  favorable knowledge, but that this is subject to two considerations.  First, A may choose to trust B even though she has scant favorable knowledge about him.  Second, if we take the statement “Action takes place in a world of ignorance and uncertainty” to mean that agents act even though they are not perfectly informed about the relevant consequences of their actions, then some fiduciary element, which I am identifying as trust, is still needed to enable the action to take place.

The following schematics may help explain the way I see the relation between trust and favorable knowledge in the behavioralist position.
Figure 1
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A’s favorable knowledge about B is indicated by the length of the light-colored bar (K), and her willingness to trust by the length of the shaded bar (T).  Over time, as her favorable knowledge about B increases, A’s willingness to trust B also increases.  Thus, as in the cognitive view, trust is an increasing function of knowledge.
The next diagram is an extension of this idea, in which I indicate the level of trust necessary for A to exchange with B as the difference between K and the length from α to β.
Figure 2
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Four situations are presented here.  In (i), K + T does not reach β, which is the minimum level of knowledge plus trust A needs to exchange with B, and so while A does trust B, she does not trust him enough to go through with the exchange.  In (ii), K + T just reaches β, so she does trust him enough to trade with him.  In (iii), K + T exceeds β, and A has more than enough trust in B, so she again trades with him.  The situation in (iv) is one in which A distrusts B, as indicated by the dotted bar (D), which should be understood as a subtraction of some distance in the length of K.  While in our example this “shortens” K to the point where K + D < β, it is still possible that K + D > β so that the trade takes place, as long as K – β > D.  That is, A might still exchange with B, although she absolutely distrusts him, if her favorable knowledge of B, say his reputation, is good enough.
To put it starkly and somewhat simplistically, in the cognitive view trust eliminates doubt and uncertainty, while in the behavioral view trust is a way of coping with doubt and uncertainty.

TWO APPROACHES TO RATIONALITY
A rational-choice theorist would probably find the behavioral view puzzling or just plain wrong.  “How,” he might ask, “can A choose to trust B if it is not justified by what she already knows about him?”  If the level of knowledge does not justify trusting B, A simply won’t trust B.  In the paradigmatic version of the rational-choice approach, the preference set, constraints, and relative values of all possible alternative courses of action are perfectly known to the chooser.  And with that knowledge the agent makes her choice, which must be the alternative that maximizes her utility under the given constraints.  A strict adherent of this approach would therefore reject the idea of behavioral trust as presented here, and would find the cognitive view consistent with his worldview.
On the other hand, the teleological approach
 to rationality takes as its starting point the fact that human action can and does take place in a world in which knowledge can be doubted and subject to (Knightian) uncertainty.  In the face of radical ignorance and uncertainty, A’s willingness to trust is not strictly determined by the data.  A behavioralist might ask, “How else could action take place except by overcoming gaps in knowledge, by choices that inherently defy the logic of rational choice?”  Again, agents in this world cope with but do not fully eliminate ignorance and uncertainty.  A behavioralist would therefore find the teleological view of rationality more accommodating to her view of trust.
The concepts of trust and rationality are thus interdependent in the following limited ways:  A rational-choice approach is consistent with a cognitive view of trust and inconsistent with a behavioral view of trust; and a behavioral view of trust is consistent with a teleological approach to rationality and inconsistent with a rational-choice approach.

TWO PARADOXES

Both views of trust appear to be plausible but both cannot be true.  This is evident in the following paradoxes.  In the cognitive view, trust increasing with increasing favorable knowledge implies that trust is maximized under perfect (favorable) knowledge.  While this may be consistent within the cognitive view, it is paradoxical from a behavioral viewpoint because this means that trust would be the maximized exactly when it is not needed at all.  In the behavioral view, on the other hand, we have seen that a given action manifests trust to the degree that it takes place in the presence of doubt or uncertainty, i.e., imperfect knowledge, and that the less imperfect the knowledge the less trust there would need to be.  But this is paradoxical from a cognitive perspective because it implies, for example, that a child would have very little trust in her mother, about whom she is probably more familiar than anyone (Hardin 2002: 73).
Either one or both views of trust are wrong or each uses the same word to refer to something fundamentally different.  I hope to show that it is the latter.
As a first step in formulating a framework that would not only resolve these paradoxes but also help to unify the observations of the cognitive and behavioral views of trust, I will examine the foundational contributions of James Coleman on trust.

COLEMAN ON RATIONAL TRUST

Coleman explicitly characterizes trust as a voluntary action that takes place in the presence of risk introduced by time (Coleman 1990: 91, 98).  For Coleman the “act of trusting” occurs when A actually decides to exchange with B.  His characterization of trust as an action appears to place him among the behavioralists.  

According to Coleman, “the elements confronting the potential trustor are nothing more or less than the considerations a rational actor applies in deciding whether to place a bet” (ibid: 99). 
Hence, for Coleman (ibid), it is rational to trust when

p ∙ G > (1 - p) ∙ L,

where
p = probability that the trusted is trustworthy, 0 ≤ p ≤ 1






G = gain if trusted is trustworthy






L = loss if trusted is not trustworthy;

or

E[G] > E[L],
i.e., the expected value of trusting exceeds the expected loss.

It becomes “more rational to trust” as E[G] rises relative to E[L].  It becomes “more rational to distrust” as E[L] rises relative to E[G].

So much for rationality, but what is “trust” per se or the “degree of trust” in this framework?  Coleman says that “Often the least well known of the three quantities involved in making a decision about whether to place trust is the probability that the trustee will keep the trust” (ibid: 102) which is p.  Since p is only one factor in “making a decision” about trusting, this implies that p is not itself the degree of trust.  Indeed, logically the degree of trust cannot be p alone.  Note that E[G] = p ∙ G can increase because (1) p increases with G constant, (2) G increases with p constant, (3) p increases faster that G decreases, or (4) G increases faster that p decreases.  In (1) and (3), an increase in p is tantamount to the actor becoming more trusting.  No problem.  In (2) and (4), however, it becomes more rational to trust even though the “degree of trust” is falling.  Now, this is not consistent with a behavioral (trust as an action) view but it is consistent with a cognitive view, but Coleman is a behavioralist.  Also, if p is the degree of trust, then if the gain, G, is sufficiently large relative to the loss, L, E[G] can be greater than E[L], and it would therefore be rational to trust, even when p is very small, i.e., when the level of trust is very low.  Thus, regarding p as the degree of trust seems to entail a conceptual confusion at one or more levels.

Is the “degree of trust” the same as E[G]?  No, because by definition it becomes “rational” to trust only when E[G] exceeds E[L], and implicitly in this model one only trusts when it is rational.  Prior to that, when E[G] ≤ E[L] it is “not rational” to trust.  Presumably this means that a rational actor will not trust or distrust when E[G] ≤ E[L], even though perhaps E[G] > 0, i.e., there is some trusting going on.  So, we cannot locate trust in E[G].

Another possibility is to view trust as a relative concept.  Is this helpful within Coleman’s model?  For example, is the degree of trust (T) equal to T = E[G] – E[L], so that when T > 0 there is trust and when T < 0 there is distrust?

There is a familiar problem.  In situations where “trust” is maximized, i.e., T is maximized and the expected net gain from trusting is the greatest, the necessity to trust would seem to be at a minimum.  This is one of the paradoxes we encountered earlier.  If you are sure of a relatively large expected net gain from buying a car, you have virtually nothing to lose and whether you trust the seller would appear to be irrelevant.  Put the other way around, where this difference is minimized (perhaps highly negative) it might be the least rational scenario in which to trust, but in order for the action in question to take place under these circumstances would require the maximum degree of trust on the part of the trustor.  If your assessment of the situation is such that it is certain (to whom?) that buying the car will result in an expected net loss, you will buy only if your level of trust is very high.  Again, paradoxically, it appears that trust would be the highest when the need for trust is the lowest, and vice versa.  If this is a valid criticism of Coleman, then this is further support that his view of trust is closer to the cognitive than the behavioral.

Likewise, the concept of “distrust” does not fit comfortably in his model.  We have seen that it is rational to distrust when E[L] > E[G], but this is consistent with a very high p.

AN EXTENSION:  TRUST, DISTRUST, & CONFIDENCE

In this section I modify Coleman’s model of rational trust by following up on the idea of trust as a relative concept.  To do this I introduce a distinction, inspired by the work of Adam Seligman (1997), between confidence and trust.  This modification retains the character of the behavioral view of trust, but the act of trust is relocated from the point at which A actually exchanges with B, to A’s prior decision to trust B or not, which (like Hardin’s cognitive formulation but for different reasons) may or may not result in an exchange between A and B.  The change addresses the problems I identified in Coleman’s model, resolves the paradoxes of trust, and accommodates a richer range of trust-related phenomena than the cognitive or Coleman’s behavioral views.  In particular, Coleman’s approach leaves no room for genuine error, radical ignorance, or ex post regret.
*****
Let
pA
=
A’s personal assessment of B’s trustworthiness

pR
=
reasonable man’s assessment of B’s trustworthiness


p*
=
B’s actual trustworthiness

(All ps are assumed to lie between 0 and 1, inclusive.)


G
=
as before


L
=
as before


EA[G]
=
pA ∙ G              expected gain based on A’s personal assessment


EA[L] 
=
(1 – pA) ∙ L
expected loss based on A’s personal assessment


E[G]
=
pR ∙ G

expected gain based on reasonable man’s assessment


E[L]
=
(1 – pR) ∙ L
expected loss based on reasonable man’s assessment

Explanation of terms
A’s personal assessment of B’s trustworthiness, pA, is informed partly by what A knows (favorable and unfavorable) about B (with respect to X or generally) but also, and more important for our purposes, by the personal elements of her “gut feeling” as well as her propensity to trust or distrust (Hardin 2002: 117).  Since Coleman does not distinguish between personal and actual assessments, nor between personal and reasonable assessments, B’s actual trustworthiness, p*, is p in Coleman’s model.

The reasonable man’s assessment of B’s trustworthiness can be understood in two ways.  First, we might think of pR as the level of trustworthiness that A might have based on B’s public reputation for trustworthiness or untrustworthiness.  It is the “market price” of B’s trustworthiness or an assessment based on common opinion.  Second, where A has no knowledge of B’s public reputation, it may be the level of trustworthiness that an impartial spectator, a reasonable man, might attribute to B based on what he knows about B.  In mathematical terms, we might interpret pR as the level of trustworthiness that would be predicted by a statistical model that employs all available relevant data on B.

A can observe the variables pA and pR but not p* (but B can observe p*).
On Trusting
The following are concepts that are made possible in this formulation:

(1) “A trusts B” when pA > pR, regardless of the level of pR. 
(2) “Degree of trust” 
0 ≤  t  ≡  1 – pR/pA  ≤ 1

where t = 1 is most trusting









and t = 0 is least trusting.
Trust is therefore a function, not of A’s assessment of B’s trustworthiness alone, but of A’s assessment of B’s trustworthiness relative to a reasonable assessment of B’s trustworthiness.

Also, unlike other formulations of trust, a falling degree of trust is not the same as increasing distrust.  That is, trust and distrust are here categorically different, which I believe corresponds to our intuition.

(3)  “A trusts B, but not enough to exchange” when pA > pR,
but still EA[G] <  EA[L]

(4) “A trusts B enough to exchange” when pA > pR, 


and EA[G]  >  EA[L]

(5) The “level of trust” is


T ≡  pA – pR  > 0

(6) The “optimal level of trust” is 

T* ≡  pA – p R> 0
when pA = p*
(7) “Trust approaches optimality” as pA ( p*  


and  T > 0
(8) “Level of trust is justified” when  T > 0  



and  |pA – p*|  <  |p* – pR|

That is, it is justified when A’s trust in B is less erroneous than that of common opinion.
(9) “Level of trust is misplaced or unjustified” when  T > 0
and  |pA – p*|  >  |p* – pR|

That is, when common opinion is closer to the truth about B than A is.

On Distrusting
(10) “A distrusts B” when pA < pR, regardless of the level of pR. 
(11) “Degree of distrust” 
0 ≤  d ≡  pA/pR  ≤ 1

where d = 0 is most distrusting









and d = 1 is least distrusting.
As before, in this approach, a “lower degree of trust,” t2 < t1, is categorically different from a “higher degree of distrust,” d2 > d1.
(12) “A distrusts B but not enough to refuse to exchange” when pA < pR, but still EA[G]  >  EA[L]

(13) “A distrusts B enough to refuse to exchange” when pA > pR, and  EA[G] <  EA[L]

(14) The “level of distrust” is


D = pR – pA  > 0

(15) The “optimal level of distrust” is 
D* = pR – pA  > 0
when pA = p*
(16) “Distrust approaches optimality” as  pA ( p*  


when  D > 0.
(17)  “Level of distrust is justified” when  D  >  0


and |pA – p*|  <  |p* – pR|
(18) “Level of distrust is misplaced or unjustified” when  D > 0
and |pA – p*|  >  |p* – pR|
On Confidence
(19) “Cognitive stress” = |pA – pR|
Since A can observe pR, she knows when her own assessment of B deviates from the common or reasonable assessment.  In a world of ignorance and uncertainty, in which A is aware of her fallibility, I assume that A will experience some discomfort as a result.
(20) “A is fully confident in (reasonable assessment about) B” when  pA = pR
i.e., A’s assessment of B matches reasonable assessment (there is no cognitive stress).

(21) The “level of confidence” is  C = 1 – (pA – pR)


when T > 0 

and C rises as pA – pR  (  0.

The level of confidence is the complement of the “need to trust.”  Thus, as  pA – pR  (  0, the need to trust falls while C rises.  Confidence varies inversely with the need to trust.

(22) Confidence is not defined where  pA – pR < 0, i.e., where there is distrust.
Discussion Points
(a) Hence, even when B is reputed to be very untrustworthy, say p = 0.10, as long as pA = pR, we can say that “A is confident that B is untrustworthy.”  Similarly, “A is confident that B is highly trustworthy,” when pA = pR and pR is very high, say p = 0.99.

(b) This means that A neither trusts nor distrusts B when pA = pR, regardless of the level of pR.  As just shown, even when a reasonable assessment or common opinion holds B to be very untrustworthy, as long as A agrees with common opinion, strictly speaking we should not say that A distrusts B, but rather that “A is confident in the common opinion that B is untrustworthy.”  Likewise, when common opinion holds B to be highly trustworthy, as long as A agrees with common opinion, strictly speaking we should not say that A trusts B, but that “A is confident in the common opinion that B is trustworthy.”

(c) Confidence varies inversely, and trust varies directly, with the divergence between A’s subjective assessment and common assessment of B’s trustworthiness.

(d) Note that this formulation incorporates in symbolic form the relations and concepts presented schematically in Figure 2.  Here, since what I have identified as confidence increases with favorable knowledge and decreases with uncertainty (as well as unfavorable knowledge), it corresponds to K in Figure 2.  T and D have the same interpretation here as in Figure 2. 

(d) While for Coleman the “act of trust” would occur when A actually exchanges with B, in my formulation the act of trust (or distrust) occurs when pA deviates from pR.  (In this sense, my formulation is closer to Hardin’s, in which the exchange is considered separate from trust, although for Hardin, a cognitivist, trust as exists prior to action and must therefore be essentially pre-rational.)
(e) What are the implications of

pA = pR, 

but
pA = pR ≠ p*?

There is error, but not because of misplaced trust or distrust.

(f) What does it mean to “trust someone completely”?  Perhaps it means that pA = 1 when pR < 1.

*****
Let’s now alter our earlier example slightly.  Imagine two states of the world.  In the first, you give your car over for repairs to a mechanic with whom you’ve done business and your subjective estimate of his trustworthiness conforms exactly with third-party recommendations, which let us suppose gives the mechanic very high ratings.  In the second, you give your car to a mechanic with whom you’ve had the same experiences as in the first but your subjective estimate of his trustworthiness, say, is greater than that justified solely on third-party recommendations, which for symmetry let us say is also very high.  In which state of the world are you manifesting more trust?

As in the original example, if you had said the first you are a cognitivist and a behavioralist if you had said the second.  Obviously, the difference between this example and the original is that the knowledge or uncertainty that influences trusting in each approach does not enter directly – as in TC = f(Knowledge) and TB = g(Uncertainty) – but relative to some other benchmark of trustworthiness.  What this means is that in the cognitive approach, an increase in knowledge is, using the simplest form, where pA is increasing and pA = pR necessarily.  The new formulation does not add significantly to the earlier treatment of the cognitive view (except to show that Coleman’s rational choice is a special case in which pA = p* = pR), since trust is still an increasing function of knowledge.  What does change significantly is the behavioral meaning of trust.
In the behavioral version, trust is now an increasing function of the difference, pA – pR, which is the degree to which A’s estimate of B’s trustworthiness exceeds the level justified by his reputation or a reasonable assessment, alone.  This is the degree to which A is willing to “go out on a limb” for B.  Favorable knowledge enters the behavioral formulation through pR so that as this rises relative to pA the less A has to trust B and can simply rely on his reputation.  

The new formulation thus reflects both the role that greater favorable knowledge plays in generating greater confidence in A, and also the entirely different nature of trust in specific persons (Seligman 1997: 16).
Where does this reputation come from?  In the example, it comes from third-party recommendations.  However, it can also derive from A’s own past experience with B (with respect to X or other activities relevant to X).  That is, on the basis on her past experience with B, as well as third-party recommendations, A can form a “reasonable person’s” opinion about B’s trustworthiness.   This then becomes pR.  In the cognitive approach, pR is itself simply A’s level of trust and there is no need to introduce any additional concept such as pA.  In the behavioral approach, A can choose to raise (or lower) her current personal assessment of B’s trustworthiness, pA, above (or below) pR.
For cognitivists, trust is like consumer preferences, which are not chosen but are a function of information.  Ceteris paribus, if you learn that drinking eight more ounces of distilled water per day will improve your health, this will tend to increase your preference for distilled water.  We won’t necessarily then choose to consume more water, though we may do so depending on the relative price of water and our budget.  For behavioralists, trust is analogous to the choice of distilled water itself over some viable alternative.
Where does pA, insofar as it differs from pR, come from?  What is the justification for including it in the analysis?  The agent may have her own idiosyncratic propensity to trust or distrust, which may be based on prior experiences with people other than B with respect to activities similar to X (Hardin 2002: 117).  Unfortunately, there is no answer to this question that would satisfy a rational-choice theorist.  Once the data have been inputted, given the framework of the model (e.g., constrained utility-maximization), the outcome is fully determined.  There is no room for anything fundamentally “surprising” happening.  Differences between pA and pR are simply ruled out.  Because the teleological perspective views human action as taking place in an open-ended universe, where surprises such as the discovery of previously unseen profit opportunities are typical, trustors have room to change their mind.  (Incidentally, it is this “wiggle room” that also makes the trusted’s trustworthiness problematic in the first place by permitting p* to differ from pR.)
RESOLVING THE PARADOXES

The first paradox was that, from a behavioralist view, cognitive trust is maximized when knowledge is perfect – a state of affairs in which the need for trust is totally absent.  The second paradox was that, from a cognitivist perspective, because behavioral trust is minimized when knowledge is perfect, the more favorable knowledge A acquires about B the less she should trust him.
The distinction between confidence and trust made in the previous section easily resolves these paradoxes.  The cognitivist idea of trust is tantamount to confidence, which is an increasing function of favorable knowledge.  The behavioral idea of trust is the same as trust, or whatever one wishes to call it, in my formulation.  Thus, as A learns more about B, the need for trust falls, and her confidence (cognitivist trust) in B rises.  The less A knows about B, the less confidence she has in him, but the more trusting (in the behavioral sense) she would need to be in order for her to engage him to do X.
SEEING TRUSTING AS RATIONAL
Strictly speaking, a cognitivist view of trust cannot be rational.  Because cognitivist trust (or confidence) is learned from experience and not chosen, it is logically pre-rational in the same way that preferences are pre-rational.  That is, knowledge itself can be correct or incorrect but not rational or irrational.  In some forms of cognitivist trust, trust is regarded as an expectation, but again this expectation is the result of a learning procedure, and is not an action and therefore cannot itself be rational.  (This would seem to imply, incidentally, that the term “rational expectations” is an oxymoron.)
To frame the question as whether or not it is rational to trust, necessarily places it outside the cognitivist framework.  Because a behavioralist views trust as something that is chosen, and because choices unlike knowledge can be rational or irrational, the question only makes sense in a behavioralist framework.  From a behavioralist view, as we have seen, trust is only consistent with a teleological approach to rationality.  Referring to Figure 2, in the teleological approach, trust is rational in the sense of being sufficient for risking an exchange in cases (ii) and (iii), in which the sum of confidence plus trust exceeds β, but not in cases (i) and (iv) where it falls short.

WHY IS IT IMPORTANT TO DISTINGUISH CONFIDENCE FROM TRUST?

The distinction between trust and confidence matters when agents encounter strangers and novel situations that require either new and unfamiliar kinds of relations with others or a revision of previously existing relations.  It matters less when social relations and the orders they comprise remain stable over time.

For Seligman, confidence predominates when agents seldom deviate from the behaviors dictated by the social roles appropriate for a given set of relations, which allows us to then form strong expectations regarding their future behavior based on our knowledge of their particular role.
  For example, if in a given community agents follow closely the norms associated with the roles of husband, friend, or merchant little or no doubt or uncertainty will cloud how we will expect them to behave in typical situations in the future.  Our confidence in the system or orders they are a part of (e.g., family, community, market) is grounded in those expectations.
I have said that trust is necessitated by A’s ignorance and uncertainty surrounding B without so far specifying from whence these arise.  Although ignorance and uncertainty have multiple sources, the one most relevant for trust is, in Seligman’s words, “the ontological freedom of the other” (Seligman 1997: 19).  It is this freedom, stemming from B’s agency and autonomy, that enables his actual trustworthiness, p*, to deviate unpredictably from his reputed trustworthiness, pR.  It is this freedom that makes it necessary for A to trust.
If, as Seligman argues, trust emerges from one’s “recognition of the agency of the other” (ibid: 85), it is also the case that A’s agency and autonomy enable her to willingly deviate her personal assessment, pA, from the reasonable assessment of B’s trustworthiness, pR.  Unlike confidence, which is an expectation based on the well-established behavior of others as they fit into a given system (e.g., the market), A’s trust is tied to a specific person, B, who has the freedom to deviate from role expectations or not.

The occasion or opportunity to trust in persons arises, according to Seligman, “when for one reason or another systematically defined role expectations are no longer viable” (ibid: 25).  This is unlikely to take place in social environments that change little over time, where confidence can do the heavy lifting in maintaining social coordination.  It is more likely to occur under conditions of dynamic social change.  Indeed, Seligman points out that from the perspective of human history the need for and the emergence of trust is a fairly recent phenomenon, coinciding with the emergence of commercial society and the economic freedom of individuals.  As Seligman puts it, trust “as a solution to a particular type of risk is a decidedly modern phenomenon, linked to the division of labor in modern, market economies” (ibid: 8).  When relations in the division of labor in modern, market economies are broken and remade from competitive “gales of creative destruction,” any given individual will likely find herself regularly encountering novel situations and vast numbers of strangers with whom she will be asked to deal in practically every phase of her life.  These encounters are most likely to occur in densely populated, economically dynamic settlements, great cities, with their singular diversity of knowledge and tastes.  It is such cities that are at the heart of the market process.
Trust would be especially important at the “cutting edge” of highly dynamic social processes, the point where novelty is most likely to occur.  It would be naïve to assume that trust will always emerge when and where it is needed, and so the level of trust that prevails in the market process, or urban processes generally, over time would appear to have significant implications for their success or failure.  Specifically, if there are norms of behavior that promote social orders that enable the emergence of trust – for example, the local networks described by Granovetter (1973, 1985) in which individuals are embedded and tied weakly to more distant networks – it would be important not only to examine the nature of those norms and how they give rise to those orders, but also to pay close attention to how public policies might affect them and what the larger consequences might be for urban networks and processes.  That is subject-matter for a different paper.
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� See Hardin (2002) and James Coleman (1990) as well as Held (1968).


� Some might wonder whether an internalized norm (e.g.., to act as though others will not exploit one’s vulnerability, or to practice and expect reciprocity) should be included here,  I leave it out because for an agent to use a norm as a guide to her actions, she would first have to trust in its reliability.  Such trust does not come from the norm itself and therefore would need to be explained.


� Perfect knowledge implies that A knows that she knows that she knows that she knows, ad infinitum, that B is trustworthy.  If A does not know that she knows…, or she thinks she knows that she knows… but does not really know, then naturally her knowledge cannot be said to be perfect.  If she is aware these possibilities (i.e., she is aware of her own fallibility), she will have doubts about herself and perhaps not trust herself.  Once again, however, the doubt I refer to in the text refers to A’s doubt about the correctness of her knowledge about B, not doubts about (or trust in) herself.


� Or as Virginia Held expresses it:  “trust seems to have more to do with situations of uncertainty than situations of certainty” (1968: 157, emphasis original).


� In Hardin (2002) this is because trust occurs when the interests of A and B are “encapsulated” in the sense that A can expect B to do X because A knows that B has an interest in performing X.  This is likely to occur when A and B both have in an interest in maintaining an on-going relationship. 


� This is the approach spelled out in by Kirzner (1976).


� Trust and rationality are not symmetrically interdependent because a teleological approach to rationality is consistent with either view of trust, and a cognitive view of trust is consistent with either approach to rationality.  It isn’t necessary to develop this point here, however.





� Coleman’s “slippage” from a behavioralist to a de facto cognitivist may be the result of his use of a rational-choice approach.  Briefly, genuine choice would seem to minimally entail that the agent ponder at least two viable alternatives.  If, given all relevant data, there is one and only one alternative that maximizes utility, a rational chooser would never consider any alternative other than the utility-maximizing one as viable.  Hence, like the cognitivist, whether Coleman’s agent “chooses” to trust or not is entirely determined by the data given to her.


� This perhaps sheds light on the statement, attributed to the sociologists Lewis and Weigert (1985), that “trust begins where prediction ends.”  Quoted in Seligman (1997: 17).


� For simplicity, I am ignoring the case of multiple roles.





