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“In the midst of a gloomy and exceedingly responsible business it is quite some trick to remain cheerful; yet, what could be more necessary than cheerfulness? Nothing succeeds without high spirits… Any means will do, every case is a stroke of luck. Above all war.” (Nietzsche, 1998, p.3)

Whenever I feel at a loss for words, I am unerringly reminded that there is always someone there before me who has expressed my thoughts even before I could find them. For instance, when Jack Vromen kindly offered me the opportunity to react to these three meditations upon Machine Dreams [henceforth, MD], my thoughts turned, as they so often do, to Friedrich Nietzsche: “I am still searching for [an economist] with whom I can be serious in my own way – how much more am I searching for one with whom I might be cheerful” (1998, VIII.3). Two of my interlocutors, John Davis and Matthias Klaes, have read me carefully, but nevertheless end up making me sound grave, ponderous, a nag and a gradgrind; Ken Binmore, alternatively, calls me a “comedian” in the hope that no one else will read me. Perhaps if we had met in a pub instead of here in the pages of this journal, things might have turned out differently.
 Binmore, at least, seemed  a personable chap when he visited Notre Dame in October 1999 (MD, p.514). But then again, one thing I have learnt since the book has appeared is that those who regard me as a wretched blight upon the face of the economics profession often contrive to express their disdain not out in the open, in full view, but rather behind the scenes, through quiet career-squelching gambits that even the paranoia of John Nash could not do justice. So I suppose I should be thankful that our differences are paraded out in the light of day, where high spirits have some prayer of relieving the tedium. 

So what is the book about? Is it history, sociology of science, economic theory, science fiction? Nothing that can be reduced to a Cliff’s Notes summary, which has apparently befuddled Binmore, since by the evidence of his commentary, he grasped very little of it. Rather, it is a contrapuntal text, with many different narratives and arguments playing out simultaneously, sometimes harmonizing, sometimes not.
 Klaes puts his finger on a goodly portion of the sources of inspiration when he cites: SSK, the historiography of post-WWII economics, war stories, cybernetics, the history of the computer, a meditation on RAND, science funding and organization, postmodern currents, advocacy of a particular brand of economic theory, and philosophy in the guise of Nietzsche. Davis focuses on a narrower range of themes revolving around the cyborg concept and game theory. Both realize that there are meta-theoretical arguments going on somewhere in the background, and have noted elsewhere that they are fully aware that I do not believe it is even possible at this late date to tell the whole story in a ‘straightforward’ manner, viz., without signaling to the reader an appreciation for the problems that my narrative creates for my own status as an independent reporter of self-contained doctrines and biographer of disembodied protagonists.
  But all these meta-considerations threaten to become too cute, cloying and econoclastic when compared to the life-and-death nature of the controversies covered in the book: the role of war in giving our lives meaning; the pitiless postwar politics of socialism and capitalism; the contemporary predicament of being stuck in the USA with an economic orthodoxy steeped in mercenary cynicism while posing as personally benevolent; the prospect of a ‘naturalized epistemology’ juxtaposed with the gleeful fin-de-siècle dashing of humanist ambitions characteristic of the American social sciences; not to mention the palpable degeneration of the quality of economic argumentation over the course of the last half-century. Davis and Klaes both care about these things passionately, and perhaps they might even raise a frisson of concern in Binmore. The time for quibbling over the ‘realism’ of this or that ‘assumption’ concerning the species of ‘rationality’ portrayed in some model du jour is nearly gone, and good riddance. I hope Machine Dreams may engage the readers of this journal because it seeks to change the types of questions that those of a philosophical bent might ask about modern economics, and not because it presents any neatly-packaged program or manifesto. Also, just maybe, it might elicit a smile.

1. Ballet Mécanique, avec Marteau
Klaes reports that the philosopher who most informs every page of Machine Dreams is Friedrich Nietzsche—not someone normally found in the Top 10 list of the average economic methodologist. He is right to give this some weight, because Nietzsche poses a question central to that project
 —What could it mean to philosophize with a hammer? Or to paraphrase—What are we to think about a ‘social science’ that doggedly persists against all logic in portraying humans as machines? Although one might pursue this query in other schools of economic thought, or indeed other social sciences, here we restrict ourselves to neoclassical economics. I argued long ago (1989) that neoclassical economics was born of the inept imitation of early 19th century classical mechanics, a fact that accounts for all manner of its characteristic peccadilloes, such as a penchant for determinism and the field formalism, a fetishistic understanding of equilibrium as extremum principles, confusion concerning the requirements for a parallel dynamics, the budget constraint as the spanner in the works, and ambivalence about the correct treatment of production, among others. (Binmore’s attempt to push the genealogy back to Hume betrays equal parts wishful thinking and a ploy to smooth over the rupture between classical and neoclassical economics in the 1870s.) One major thesis of Machine Dreams is that, although there would seem to be superficial continuity between modern neoclassicism and its Victorian forebears, there occurred a profound rupture beginning around WWII in its conceptual inspiration, at least in America: whereas once upon a time market equilibrium had been thought to resemble a ball rolling to the bottom of a bowl, now it signifies something altogether different, something more like the economic agent as an information processor coming to ‘halt’ at the end of a computation. 

In an amazingly prescient query, all the more formidable because it was not posed by a methodologist or historian of economics, Dan Schiller asked back in (1988, p.32), “Why was not the status of information a major topic of inquiry in 1700, 1800 or 1900? Why was it only in the postwar period that the economic role and value of information took on such palpable importance?” The answer turns out to be very gnarled and complicated, but in the interests of terseness, we might parody it here by suggesting that shift happens: the culprit was the computer and its attendant ‘new sciences,’ premier among which was operations research. I wish that my present interlocutors had made a little more of this thesis (or Binmore even to apprehend it), because it bears direct relevance for the philosophical question posed by Nietzsche. If one accepts that it was just another more up-to-date kind of machine which displaced the previous machine in the hearts and minds and textbooks of neoclassical economists, then what does this imply about the ‘humanist’ impulses which presumably attract waves of tyros to the study of rational choice microeconomics, or suffuse them with enthusiasm over such modern fads as ‘behavioral economics’ or ‘experimental economics’ or cognitive neuro-economics? What could it mean when yet another economist in a long succession anoints himself as champion of the Natural Individual and his tropismatic desire for freedom by the instrumentality of the construction of little deterministic models?  What could it possibly mean to assert that, “Game theory is the key that will one day convert moral and political philosophy into a social science” (Binmore, 1999b, p.136) ?

Nietzsche saw through this headlong rush to scientize morality and the incoherence of the ambition to universalize a local enthusiasm for a peculiar construction of freedom— hence his quip, “Man does not strive for happiness: only the English do that” (1998, I.12). Here Binmore’s reading block comes into play. For someone who studs his own self-described magnum opus with quotes from Nietzsche (1998, 1, 287, 371, 412; MD, p.504), he seems remarkably oblivious to the transparent fact that Nietzsche ridiculed utilitarianism, and was implacably opposed to Binmore’s own brand of moralizing.
 Nietzsche even entertained the idea that our theory of physical mechanics was a projection of our psychological drives, rather than the more common predilection to reduce our psychological drives to mechanics;
 and that this inverted misunderstanding might account for the sense of déja vu one experiences in the proleptic history of  scientized psychology and mechanized moral philosophy. What he could not have foreseen is the further complication of the arrival upon the scene of “machines who think” in the mid-20th century, and the consequent insertion of baroque permutations of mechanism into every nook and cranny of ‘humanist’ discourse. As Davis notes, the separation of software from hardware has inaugurated a new era of machines: The computer has cleared the path to mechanism with a human face (although perhaps somewhat lacking in body). Binmore certainly is aware of this, since as he admitted in his October 1999 Notre Dame seminar, he regularly raids mathematical models in physical dynamics and computational logic for inspiration for his ‘evolutionary’ game theory and ‘cognitive’ models. 

Binmore is nothing special in this regard: operations research was the font of what became the projection of more modern physics onto all manner of postwar social disciplines, and later, the conflation of the computer as tool with computer as metaphor for all manner of human endeavor. I believe this is one of the most significant channels through which the military shaped and molded the American social sciences, and indeed, even the philosophy of science, in the latter half of the 20th century.
 It goes some distance in explaining the ascendancy of the Cowles-style version of Walrasian neoclassicism in America, as I argue in Machine Dreams. It is also the origin of the belief on the part of its modern avatars that they come bearing the balm of “science” to the benighted masses. But for all their attempts to keep au courant by populating their accounts with information processors of one species or another, be they ‘memes’ or genes or neural nets or finite state machines or inductive algorithms (‘rational expectations’) or object-oriented modules (‘bounded rationality’) or Turing Machines, they all commit the solecism of ‘rescuing’ the individual in all her uniquely human quiddity by turning her into a machine, and then in the interests of tractability, modeling all the machines as alike. How this is supposed to ground social theory in the world of the individual is anyone’s guess. This is the irony and the quandary of contemporary economics that I had thought my interlocutors might have seen fit to address for this audience.

John Davis has elsewhere focused upon one symptom of this oxymoron in his recent book, The Theory of the Individual in Economics (2003). There he argues, correctly in my estimation, that the ‘methodological individualism’ to which neoclassicals pledge their troth is an empty creed, for there are no full-blooded individual humans in their models. Hence all those methodologists who whine about the ‘atomistic’ character of orthodox economics mistake the promotional verbiage for substantive content. I would add that the models are not so much atomistic as ‘machinic’, and that once one meets that conceptual requirement, then all other ontological commitments go flying out the window, as Binmore so cooperatively attests in his commentary. Memes, brains, people, clubs, firms, political groups, nations: “We don’t care don’t care at what level of organization an individual is defined,” intones our upright defender of orthodoxy. The only thing that gets their attention and their acquiescence is the importation of mathematical machine metaphors, under the curious heuristic that this validates what the analyst is doing as ‘science’. Once the individual loses their identity, the ‘social’ by definition resides both nowhere and everywhere, since levels of interaction are not distinguished, and the scale-free model of machine behavior becomes a crude Theory of Everything (TOE). The apotheosis of this logic is Nash’s paranoid solution: a solipsistic entity so supra-rational it can only play itself (the ne plus ultra of being ‘non-cooperative’). Then, in the name of pursuit of a truly general theory, the analyst turns around to insist that the only legitimate economics or ethics or politics must be cast in terms of their ontologically bereft machines. The disconnect from anything resembling the touted humanist ambitions of economics or ethics could not be more palpable.

Nietzsche, while unaware of the computational spin, clearly saw that the idols were hollow and the humanist impulse was doomed to frustrate itself. After all, what are we to make of the sorts of ‘research’ that goes on at Binmore’s ‘Research Centre For Economic Learning and Social Evolution,’ [or ELSE] when one of his colleagues can write in a generalist outlet that, due to sexual selection, evolution shaped our brains to favor entertainment and self-delusion over ratiocination, and furthermore, the only bulwark against creeping innate lunacy “is to pool our critical faculties into those delicate social institutions called sciences” (Miller, 1998, p.15). Life for the colleagues of Binmore boils down to sex and drugs or technics. The notion that biology could dictate that physics constitutes an a priori principle of transcendental rationality, and that a small monastery of (presumably celibate?) ESRC-funded cognitive scientists are all that stand between us and chaos running wild in the streets is where this brand of ethics leads: now, that’s funny!   

Nietzsche pointed the way out of the impasse that besets modern social science in two ways: one, by advocating the construction of a ‘genealogy of morals’ that roots the problem in its historical conditions of existence, and two, by proposing that we take seriously the premise that we Westerners have demonstrably been proven incapable time and again of distinguishing where our humanity leaves off and where the imperatives of Nature begin. In terms of our present concern with mechanism in the social sciences, we should acknowledge that in many instances we cannot distinguish where the arm leaves off and the hammer takes over. Arm and hammer might be better conceived as a unit of analysis, say, a ‘cyborg’ prosthesis, which changes us as much as it changes our environment. Why not then theorize the complex of human-plus-machine that operates as though it displayed an ontological integrity, given that we effectively treat it thus every time we project a machinic model onto a human agent?  If we proceed with this alternative, then the agenda of the human sciences would no longer involve provision of a mechanical account of the evolution of consciousness, much less to concoct yet another version of methodological individualism masquerading as scientific humanism, which would only lead to the sort of backsliding into crypto-machine theory which one observes at ELSE and elsewhere. Why not put the TOE on the other foot? Rather, why don’t the human sciences bravely confront the fact that they will always be cast in the idiom of machines, if only because every successful theory in the history of the Western sciences promiscuously mixes and conflates Nature and Culture (Mirowski, 1994)? If that is to be the case, than shouldn’t the subject matter of a freestanding economics (and not a politics, not ethics, not psychology) be the prosthetic machines that facilitate our attempts to trade, viz., Markets? 

Hence, it pains me to insist that the real philosophical lesson of Machine Dreams still eludes my interlocutors:
 It exists not to promote a particular theoretical tradition or set of thinkers whom I just particularly happen to admire— No one should feel obligated to care about my bees or my bonnet, pace Binmore --;  It aims to demonstrate that a means does exist to escape the debilitating self-undermining (and Self-undermining) of the Western tradition of economics, and that the computer can be recruited to promote this rival vision of the economy, by contrast with the way the orthodoxy claims that the computer underwrites their own strained attempts to ‘save’ the maximization of utility through the makeshift incorporation of a ‘cognitive’ component to the agent. (See Section 3 below.) If we are going to equate machine theory with Science, then let’s not do it halfway!  Let’s model these irreducibly social phenomena as software machines, and proudly confess that we (in our capacity as economists) are not yet equipped to model real human beings in all their fascinating ontological and epistemological diversity and perversity. As Davis says, let us unmask the neoclassical individual as a charlatan. Let us learn to become humble, so that our ambition can grow: Let us formally model markets as machines so that we can promote a plausible humanist orientation in our social science….

2. Under the Hammer
Is there anyone left who really believes that one of the intellectual benefits of studying the history of economic thought is becoming acquainted with old, forgotten (suppressed?) ideas, which might serve as inspiration for modern theorizing? Binmore and his comrades clearly do not, since they have been assiduous in their campaign to banish it from their departmental curricula, through their British Research Assessment Exercises, their nakedly biased bureaucratic journal rankings, and their carefree pronouncements on their fictional ‘potted’ histories. Thomas Kuhn told us years ago that natural scientists treated their own history the way the Ministry of Truth treated its news archive: infinitely pliable, unconstrained by evidence, always attuned to make Oceania appear like the very apotheosis of human progress. Combine this with the neoclassical penchant for an ahistorical account of human rationality, and no one should expect a neoclassical economist to do anything but repudiate the history of economics as a scholarly subject (Blaug, 2001). (They probably don’t mind it in the movies, as long as they come off as the good guys, as in A Beautiful Mind.) Thus, accepting Binmore as a source of authority on legitimate history of economic thought would be like accepting George Bush Jr. as an authority on extemporaneous public speaking, or the logic of democratic self-determination.  

Hence, it was a foregone conclusion that Machine Dreams would offend the sensibilities of most of the figures mentioned therein, including Binmore, since they would deem it essentially unthinkable that history could be used to argue for an alternative theoretical research program in economics: you have to do it their way or the highway. But I should like to gesture towards another glitch in Binmore’s position. As Klaes helpfully points out, by presenting the history as consisting of multiple strands, and insisting that even though economics is constrained by the mandate to continue to forge some accommodation with the computer, the content of the future development of economic theory remains essentially open, I hew much more faithfully to an ‘evolutionary stance’ than Binmore ever does with his insistence that there is only One Right Way to do economic science, or indeed, his awkward story about the inevitable forced march toward a Pareto-optimal refinement through the set of available Nash equilibria in his ‘Game of Life’ (1998). This raises the issue of what it means to advocate a self-consciously ‘evolutionary’ approach to economics. We can leave discussion of Binmore and his comrades at ELSE for another day; here I just want to summarize and reiterate the position found in Chapter 8 of Machine Dreams. 

Because so much of Machine Dreams was devoted to recounting the impact of the computer upon the American neoclassical orthodoxy, the rival automata approach to evolutionary economics did not receive the attention there it deserved. I now see the intellectual roots of this tradition as essentially consisting of three main strands:

A} The thesis that there is no such thing as a generic ‘Market’; rather, there are numerous diverse forms of rules and behavior which could be used to facilitate trade. Hence what we would call an ‘economy’ is really a patchwork of many market forms, imperfectly interlinked and integrated.
 This vision was pioneered by the under-appreciated economic writer William Thomas Thornton, in his classic On Labour, as part of a critique of the notion that there existed a single ‘Law of Supply and Demand.’
 This thesis was developed in a different direction (proposing a taxonomy of different legal classes of transactions) by the Institutionalist theorist John R. Commons.

B} There is an uneven literature in the 20th century that explored the formalization of markets as algorithms. Machine Dreams cites John von Neumann as the primary inspiration, but there are many figures whom might be associated with this position, ranging from experimental economists such as Ross Miller and Charles Plott to a subset of mechanism design theorists such as Roy Radner to artificial intelligence specialists such as Michael Wellman.

C} The question of how ‘evolution’ is to be formally modeled is also central to transcending constrained optimization as a TOE. This has been an abiding concern of Geoff Hodgson (1993), among others. Recently, Walter Fontana has made a cogent argument that the inability of mathematical models of evolution as motion over a fitness surface to capture phenomena central to evolution such as temporal irreversibility, ‘punctuated equilibrium’, and neutral drift can be traced to the presumption of a Euclidean topology for the fitness surface.
 This critique can be extended to economics, by observing that the seemingly innocent postulate of a Euclidean “commodity space” equally precludes serious modeling of evolution in economics. Briefly, if you can get to any commodity basket from any other basket with equal facility and no trade is irreversible, then evolutionary change in the methods and modalities of exchange is ruled out a priori. The precept that “there is no such thing as commodity space” turns out to be indispensable for a theory of market automata.

Drawing together these sources of inspiration (taken equally from within economics and from other natural sciences), we can briefly characterize a formal evolutionary economics which models individual market forms evolving in an environment of people. In this economics, specific market forms – say, a posted price market selling cantaloupes, a Dutch auction selling flounder, a double auction selling number 2 red wheat futures, and so on – are each modeled as formal automata, in the von Neumann sense. The rules and structures of the individual form are reduced to states, alphabets, and transition rules: the ‘software’ of our economic world. Some market automata accept bids and asks as inputs, and calculate prices and quantities as outputs. (Others conduct more complicated computations with a wider variety of inputs.)  Different markets will constitute automata of differing computational complexity.
 Some markets of greater complexity will be capable of ‘simulating’ the operation of simpler markets: for instance, the futures market for number 2 wheat ‘simulates’ the operation of the spot market for number 2 wheat as part of its standard operation. The hierarchy of complexity defines a transitive ordering: more complex markets can ‘simulate’ the operation of lesser complex relatives, but not vice versa.  Much as in von Neumann’s theory of automata, markets ‘reproduce’ by extruding copies of themselves; they are then ‘selected’ for persistence by the human beings who make use of them and constitute the environment in which they grow and reproduce. The goals and objectives of individual humans are irreducibly diverse and not susceptible to reduction to a single index or mathematical ordering. The irreducible diversity of possible reasons for privileging one automata over another are the root cause why the entire system does not collapse to a single dominant market format.
 However, there exists an ‘arrow of time’ in the process of market evolution, with market automata of a given level of complexity intermittently giving rise to a market automata ‘offspring’ of greater complexity than itself: this is von Neumann (not Darwinian) evolution. The source of mutation of market automata are traced to the human beings who are always trying to ‘bend’ or ‘break’ the rules; this source of randomness is actually beneficial for the evolutionary process, if kept within certain bounds.

Is this portrait of markets as software machines evolving in an environment of people towards no ultimate or final telos little more than bad science fiction, a version of The Matrix for nerds who grew up playing too much Monopoly?  Klaes expresses a related worry, whether this is just a more high-tech version of “good old armchair economics”. I think one of the more attractive features of the theory is that, in distinct contrast with the early years of neoclassical economics, it bears immediate empirical implications, and furthermore, comes equipped with a built-in rationale for the mathematization of economic theory. First, some empirical claims. Because the theory of computation is the heart and soul of markets as automata, the first question the analyst always will ask is: Is it computable? The historical fact that all markets throughout history operated on the rational numbers, and not on the reals (as in nearly every neoclassical model), is a direct corrolary of the approach. Furthermore, the fact that market automata of low complexity comprise far and away the bulk of all extant historical markets (and not the elaborate double auctions so beloved of orthodox experimental economists and auction theorists: how did you buy your groceries today?) is a direct implication of this approach. In evolution, the ‘most advanced’ creatures do not account for the vast bulk of world biomass. Furthermore, it is an empirical prediction of this version of economics that no market will be found to possess the computational power of a Turing Machine; for otherwise, there would be a single market automata that was capable of simulating all other markets, and the whole system would collapse to a single universal trading mechanism. It has never happened in history, and one doubts it will ever happen in the future. Finally, “market failure” takes on a wholly different, and more plausible, meaning. When a neoclassical economist cites a market failure, it signifies the inability to arrive at a ‘Pareto optimum’ that no one will ever see or know about. In automata theory, “market failure” is the empirically observable phenomenon that a market fails to “halt”, as in computational theory. When share prices would not stop falling in 1987 until the New York exchange was arbitrarily halted (Mirowski, 1994, pp.471-6), or when prices seemed unable to find a floor in the first years of the Great Depression, that was market failure.  As Klaes begins to suggest, the relevant empirical counterpart to an automata theory of market evolution is a natural history of markets, something amazingly absent in whatever remains of the field of economic history after cliometrics swept through it.

Next, the justification of the mathematics. Readers of Machine Dreams will understand that I wish to dissociate myself from critics of neoclassical economics (eg., Lawson, 2003) who complain that all the ills of the profession are due to a hypertrophied morbid fascination with mathematical sophistication. Instead, I would maintain that the real problem with the orthodoxy resides in the fact that they have never once proffered a serious justification for the types of mathematics that they adopt as paradigmatic from the specific vantage point of economics. Of course, there does exist an historical explanation: the first neoclassicals simply lifted their formalisms relatively intact from their physics and engineering textbooks; but I have yet to meet an orthodox economist who wants to admit that. (Another reason from their point of view to quash any scholarly history of economic thought.)  Ken Binmore, who began life as a professional mathematician, should realize one of the wimpiest reasons in the world to adopt a particular mathematical formalism in economics is simply because the physicists make use of it. One reason von Neumann looms so large in Machine Dreams is that it came to matter deeply to him just how one would justify adoption of certain mathematical techniques in particular applied settings; another is that he came to regard his own brainchild, game theory, as insufficiently motivated in the areas of its intended use. 

The evolutionary automata approach comes built-in with explicit justifications for recourse to the sorts of mathematical formalisms involved. First and foremost, the automata approach enjoins the analyst to restrict himself to computationally effective mathematics. Displaying the process by which answers are arrived at is the gold standard of research; existence proofs are downgraded as unimportant. This rules out 92% of neoclassical models that Binmore finds so ‘scientific’. The reason for this self-denying ordinance is that markets are being modeled for use by the clientele, and not for the aesthetic edification of the analyst and the mystification of the audience.
 Secondly, the automata approach sensitizes the participant to be on guard against simple acquiescence to seemingly harmless assumptions made because of non-specific appeals to analytic tractability: witness the rejection of ‘commodity space’ above. Third, automata theory explains why the economy operates in terms of rational numbers, and not some other algebraic field. (The Jevonian fog about the economy as ‘naturally quantitative’ is herewith dispelled.)  Fourth, mathematics is not treated as some species of ethereal Platonic form or Bourbakist mother-structure which lies behind or underneath the economic phenomena; the stress upon evolution of automata suggests that the requisite mathematics lies right near the surface of economic activity, and moreover, is historically contingent, changing for any of the millions of reasons that markets evolve throughout history. If we came equipped with an historical epistemology of commercial mathematics, we would be inoculated against the uncritical appropriation of mathematical formalisms from physics which is the subtext of so much ‘innovative theory’ in economics. Fifth, the particular group structures of the algebraic operations which are so central to trade – addition, multiplication, division – were settled upon eons before there were ever any ‘economists,’ because they express certain social conventions surrounding exchange, such as symmetry, invariance of the price through the process of exchange, commutativity of purchases in a single market format, and so forth.

For all the reasons canvassed in this section, perhaps the reader will appreciate that one of the Big Lies that Machine Dreams is intended to refute is that “you can only replace a theory with a better theory, and there is no viable mathematical rival to neoclassical economics.” True, there is no sanctioned rival that you can study in contemporary departments of economics, or read about in Econometrica, but the only way to understand that is through historical inquiry. To my mind, this, and not some hokey story about ‘memes’, explains why Binmore cannot take my book seriously.

3. Hammer and Tongs
I must apologize to the reader that this section will be devoted exclusively to the errors found in the Binmore review. I would normally let this pass, but there is something so very evasive about his seemingly breezy dismissal of so many issues, and the mangling of others where I find it inconceivable that he does not know better, that it would defy everything that I think scholarship should stand for, were I to bite my tongue. I’ll keep it short. If it seems overly contentious, then feel free to skip it.

Binmore neglects to inform you, dear reader, that a whole section of Machine Dreams is devoted to his substantial oeuvre (MD, 503-16). In that section, I praise him for some things, but make three serious criticisms of his work, not one of which does he adequately respond to here. I do not understand his preference for raising what seem to me to be minor issues, to the neglect of things that would appear germane to the major themes of his research. They are: (1) An accusation of inconsistency in his treatment of the issue of computability theory; (2) A plaint that he persistently distorts and misrepresents von Neumann’s positions regarding game theory and neoclassicism generally; and (3), his various attempts to justify Nash equilibrium through appeals to some ‘evolutive’ (his term) species of ‘learning’ falls flat on conceptual grounds (MD, 514-15; Nachbar, 1997). A rehash of (2) and (3) would absorb substantially more than the space allotted to me for this entire comment, so I shall just hammer a bit on (1). 

I was under the impression that ‘consistency’ was a virtue held in high regard among mathematicians. Sometimes Binmore writes as though he believes it too: “To have grounds for acting consistently in Aumann’s vast universe, his players have to be able to decide issues that Gödel’s theorem says are formally undecidable” (1999b, p.131). In a justly famous paper in Economics and Philosophy in 1987, he made the argument that certain solution concepts in the “Nash refinement’ literature were implausible because they could not be rendered decidable on the ‘most powerful’ abstract computer one encountered in formal logic, the Universal Turing Machine (1987). Now, my objection in Machine Dreams was that this principle was not taken to its obvious conclusion by Binmore: not only are many of the specifications of agent abilities in game theoretic models non-computable, but so too are the very specifications of ‘preference functions’ (or, in their most rigorous incarnation, ‘choice functions’) that also portray the agent as accomplishing something that is Turing non-computable.
 In my books, what is sauce for the goose is sauce for the gander. Yet, even though he uses a similar argument against others, Binmore here responds to being on the sharp end of this mathematical point with a great fog about ‘approximations’, as though any time you ran into an obstacle in mathematical proofs, you could throw up your hands and plead, “Well, its almost true!” 

Perhaps the reader would be inclined to let this pass as a harmless recourse to a rough-and-ready pragmatism; but I don’t think that should wash for a philosophical audience. It strikes me now that this inability to manage a consistent approach to economic research exfoliates throughout Binmore’s work. The problem (and not one localized to him alone) is that he wants to have his cake and eat it too--: or to put it a bit more precisely, he wants to be an anti-Humean and a Humean simultaneously. The anti-Humean wants to attest to an a priori ontology of agent intentionality, where reasons invariably serve as causes, and “the individual” (whatever that is) must be defined as the universal cause of all known effects. This opaque timeless monad cannot be impugned by any external considerations, because God (or something called ‘evolutionary psychology’) has informed us it always and everywhere consists of a utility function, and anyone who doubts this cannot enter unto the Kingdom of Science. Empirical disconfirmation of any assumptions concerning the fine points of the utility function can be dismissed, because supposedly, only predictions of this theory(?) matter. But then there is the Humean Binmore, or at least the Binmore that keeps telling us he admires Hume. This Humean speaks of agents as mechanisms (viz., section 1 above) that can only be accorded reality if they can be rendered subject to empirical disconfirmation. This agent/machine can change through time (some even call it “learning”), and therefore cannot wholeheartedly play their role as “autonomous unmoved movers [that] inhabit each human head”.  Agents in this world are not transparently causes: For the Humean, game play should be portrayed as algorithmic, and issues of process should be attended to; yet the sticking point remains that the Nash program has never done well whenever process is taken into account. But the crisis really comes for our Humean when his fellow Humeans observe his substantial lapses from the faith, especially when he engages in his role as an ‘experimental economist’. I shall quote just one here, but in my experience, those suspecting Humean apostasy are legion: 

“Expected utility theory is descriptively false. Mountains of experimental evidence reveal systematic violations of the axioms of EUT, and the more we look, the more we find… reasonable approximation arguments are unpersuasive… Ken Binmore’s plea that we should confine applications of economics to those areas where it can reasonably be expected to work strikes me as bordering on circular” (Starmer, 1999, pp. F8, F10, F12)

Binmore claims he is a sworn opponent of “folk psychology”, but if he means by that term what, say, Rosenberg (1988) describes, then the above suggests he is more sinner than sinned against. Attending to computational considerations means attending to process; bandying about auxiliary hypotheses and approximations to an unattainable hidden intentionality is the mark of the anti-Humean. Hence, the insistence that “experiments in the field and the laboratory confirm… that our theories work like clockwork” is not so much a serious report summarizing the work of a research community as it is the testimony of someone who feels comfortable asserting “A” and “not-A” simultaneously, while bending a knee to the machine. But of course, most creeds work like that.

In the page or so that remains, I am going to violate my own canons of authorial obligation, and simply list the individual minor errors in Binmore’s review in the order in which they appear; trying to weave them into a narrative would take too much effort and space, like trying to weave silk from cobwebs.

Cyborgs aren’t ‘evil’ in Machine Dreams. Read the book.

John von Neumann is the ‘hero’ of MD, not its “Satan’. I do accuse Binmore of thinking him evil in MD, however.

I hardly mention Harsanyi in MD. However, before Binmore decides he had nothing whatsoever to do with OR or the military, perhaps he should consult Selten (2001). Perhaps this needs looking into.

Non-cooperative games are not treated at all in von Neumann and Morgenstern (1964). That claim is an anachronism. Von Neumann did not make a sharp distinction between minimax and his stable set.

Nash’s mathematics is in no way ‘invalidated’ by his illness; nor did I ever assert such a thing. However, his image of ‘society’ is strongly colored by it. They are different.

That Cournot did not anticipate Nash equilibrium from the viewpoint of a serious historian was not my thesis, but rather that of Robert Leonard (1994), which I merely cited in MD.

I don’t mention Borel anywhere in MD, and with good reason: he is irrelevant to the story.

“Nash’s equilibrium paper did not present a startling new direction for game theory.” I doubt this is conventional wisdom amongst economists in general (eg., Myerson, 1999), but moreover, Nasar (1998) makes it clear that Nash himself intended it as a rival solution concept.

I don’t give any account of ‘the origins of the Kakutani fixed-point theorem’ in MD. I am mystified what Binmore thinks he is referring to here.

Again, Binmore simply ignores (wishes away?) the fact that von Neumann rejected the heavy dependence of the Nash equilibrium upon neoclassical preferences, not to mention the epistemology behind it. 

I plead nolo contendere to the accusation that I ‘don’t understand’ the difference between cooperative and non-cooperative solutions, if by that, we mean that economists have diverged widely over its ‘true interpretation’ over the last half-century. This is documented in MD.

“Nash’s stripped-down version of the equilibrium notion allowed a whole bunch of problems to be put on the back burner while economists used game theory to reinvent their subject”. I don’t even recognize this as corresponding to any ‘history’ that could be subject to documentation or evidence.

I explicitly say people at RAND argued game theory didn’t contribute anything to military science in the 1950s, but that was not the end of the story. Read the book.

Automata playing games were pioneered by operations researchers (both in the US and Russia: see Gerovich, 2003) and computer scientists. Binmore cannot deny this.

“The equilibria of physics” statement ignores the rise of a specific field of ‘computational mechanics’ especially dedicated to just this problem.

The folktale that game theory ‘determined’ or was otherwise validated by the FCC auctions is a misrepresentation of the facts. At least in the USA, the story involves various game theorists hired by the big telecoms in order to game the auction structure in their favor, the theorists giving conflicting advice as to the ‘best’ auction, and the experimental economists settling the issue by actually coding the computerized protocols under the rubric of ‘engineering’. Moreover, in retrospect, it is not so clear that the auctions were a ‘success’. All this is explained in admirable detail in Nik-Khah (2004).

“Now we understand how our genes work…” Another bit of hubris masked as virtual empiricism. Consult Moss (2003) as an antidote.

“Models that fit the data” Fitting the data is always possible, given sufficient leeway. See Mirowski (2004c) or Hands (2001). That’s only the beginning of normal science. 

4. If I had a Hammer
The comedian’s rule book says always leave ‘em with a joke. So to oblige:

Two guys are drinking in a bar. The first says:

“ I helped write a couple of episodes of the Sopranos. Then I start getting these crank phone calls about besmirching the reputation of Italian-Americans, and then someone leaves a dead cat’s head on my doorstep, and someone slashed my tires while my car was parked outside the Bada Bing. As if that weren’t enough, David Chase does a voice-over commentary for the DVD on one of the episodes that I worked on, and he starts criticizing what I did with the character of Silvio. My shrink says I am becoming too obsessed with conspiracies. Now, no one will even read anything I write that’s not about the Mob.”

Second guy: “You’ve come to hate your own creation.”

First guy: “As Nietzsche said, Now I know how God feels.”
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� Not over beers, though, since Nietzsche wouldn’t have approved (1998, VIII.2).


� It is heartening to observe some web bloggers picked up on this right away: see, for instance, Kieran Healy’s Weblog at  � HYPERLINK "http://fiachra.soc.arizona.edu/blog/archives/000045.html" ��http://fiachra.soc.arizona.edu/blog/archives/000045.html�  Maybe the Internet isn’t entirely drowning in dreck. Parenthetically, reading deficit disorders are not simply a function of the harboring of neoclassical sympathies: witness (Lawson, 2003).


� See, in particular, (Davis & Klaes, 2003). As they there put it so pithily, telling a story about levels of deception in the history of a theory of deception (in this instance, game theory) alters the very status of the deception. They neglect to mention that framing the story as one about paranoia practically invites an accusation by readers that the author indulges in paranoia in order to mitigate his own insignificance.


� A good introduction to Nietzsche’s historiographic stance can be found in White, (1973, chap.9). Nietzsche argued, says White, that “Tragedy destroys the old dreams upon which human culture is based and clears the ground for the construction of new dreams by which the new human needs can be satisfied” (p.338). People who think my titles are meaningless cute rhetoric, take note.


� “Thus one successively makes men accountable for the effects they produce, for their actions, then for their motives, and finally for their nature. Now one discovers that this nature, too, cannot be accountable… One has thereby attained the knowledge that the history of the moral sensations is the history of an error, the error of accountability” (Nietzsche, 1986, p.34).


� “Physics, too, is only an interpretation and exegesis of the world (to suit us, if I may say so!) and not a world-explanation” (Nietzsche, 1966, p.21).


� For the argument which links OR, logical positivism and postwar neoclassical economics, see (Mirowski, 2004b). One reason it took so long to notice this is that there still is no comprehensive history of the curious set of concepts and practices which were carried out under the rubric of ‘operations research’ starting in WWII and extending through the second half of the 20th century. That, in turn, may be traced to the vicissitudes of secrecy that still beset the accomplishments and archives of important OR figures. 


� Klaes, who comes closest to faithfully describing the philosophical consequences of my position, then raises the possibility that we could extend the algorithmic approach well outside the boundaries of markets. I acknowledge the possibility, but resist endorsing it, precisely because we would be trading one ontologically non-specific TOE for another equally empty general theory. As the next section demonstrates, I want to assert that the automata approach is particularly well-suited for economics.


� From this perspective, Walrasian ‘general equilibrium’ is based upon a fallacy, viz., a general theory of trade must reduce the determinants of prices to a single mechanism, because all agents are uniform and subject to the same cognitive ‘law’. This reveals how the spurious ‘individualism’ of neoclassicism has serious consequences for the conceptualization of how markets work.


� To make his work more accessible, I have edited his major works as Thornton (1999).


� This problem is discussed in (Stadler, Wagner & Fontana, 2001; Fontana, 2003; Mirowski, 2004a). The way in which certain aspects of commodity space preclude adequate characterization of certain economic phenomena is a theme found in the work of Robert Clower, Oskar Morgenstern, and Alfred Sohn-Rethel, among others.


� The choice of measure of computational complexity will be one of the more contentious areas in this school of economics. To preclude discussion here, but to render our sketch more concrete, imagine that the index used is the Chomsky hierarchy for language recognition. This mode of characterizing market complexity is discussed in (Mirowski & Somefun, 1998).


� Indeed, one might argue, following Fontana, that a formal model of the various objectives of the market participants would not possess the topological structure of a metric space, but only an accessibility pretopology. See (Stadler et al, 2001).


� Someone pointed out to me that I simply assume here that the “use” is not primarily the mystification of the audience. If Machine Dreams could provoke a serious empirical discussion of how economics has been actually used in history, as opposed to endless dissertations on whether or not it was a ‘hard science’, then I would go quietly and happily unto that good night.


� One of the most perceptive writers concerning this issue was Alfred Sohn-Rethel (1978).


� As I explain in Machine Dreams, the non-computability of neoclassical preferences is the subject of a substantial literature, associated with names such as Gerald Kramer, Alain Lewis, and Michael Rabin. The silence in texts of neoclassical microtheory concerning this literature is a travesty of mathematical scholarship. But beyond all that, I would argue the non-computability of the portrait of the neoclassical agent is one commonplace reason why your average person not yet brainwashed by a course in economics finds the story implausible upon first encounter.
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